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Abstract— This work presents the development of a series of
tools to simplify both EARs (Event Address Registers) coun-
ters reading and programming in parallel codes. These tools
allow EAR counters access in a user friendly workspace. The
next tools have been developed: A tool for inserting, in a
simple and intuitive manner, the code needed to monitor and
program hardware counters in a parallel program. Another
tool takes as input the data obtained by the monitored
parallel code and shows them in a comprehensive and
detailed way. These tools were used to carry out a study of
parallel irregular codes and to validate a data reordering
technique used to optimize locality of memory accesses in
the SpMxV (sparse matrix vector product) problem. Access
characterization is one of the main issues dealing with the
problem of improving performance of irregular accesses.
This is specially true in parallel shared memory platforms.
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1. Introduction
A tool has been designed for inserting, in a simple and

intuitive manner, the code needed to monitor and program
hardware counters in a parallel code. Two versions have been
implemented. One of them executable from the command
line, taking as input a source code parallel program and
outputting this same parallel program modified with the
monitoring code. The other provides the same functionality
using a graphical interface, allowing the user to add the
monitoring code gradually.

Another developed tool takes as input the memory access
data obtained by the execution of the monitored parallel code
and shows them in a graphical and detailed way, while at the
same time keeping them clear and user friendly. This tool
allows the detail level to be adjusted, so memory accesses
can be shown all the way from a global view to detailed,
event by event, one.

While there are other similar tools in the market, like PAPI
[1], TAU [2], Vampir [3] or Paraver [4], our tools are simpler
and better oriented to our specific aims.

These tools have been tested during a study of a series
of various irregular parallel problems in the FinisTerrae

supercomputer [5]. In this paper we focus on the use of these
tools to validate a data reordering technique [6][7] aimed to
optimize the locality of the memory accesses performed by
the SpMxV code. Although this work has been carried out
in the FinisTerrae, these tools can be generally applied to
any other hardware counter enabled Itanium2 [8] processor
based environment, both monoprocessor and multiprocessor.

The Itanium2 [8] processor family implements a special
kind of hardware counters called EARs. These counters
offer information about events related to memory accesses
at virtual addressing level. This information includes, among
others, TLB misses and cache misses at different levels, with
their access latency, for each virtual memory address. The
cache hierarchy of this processor is shown in Figure 1. This
information might be of great value to the programmer, but
its access may be complex and tedious. In this work we
present different tools to simplify the use of these hardware
counters.

EARs can be configured to capture only those events in
which we might be interested. For cache miss events both the
read resolution minimum latency, with values from 4 to 4096
cycles, and the cache type, either data or instruction, can be
considered. Here we focus in data cache misses, usually with
low latencies, as to capture the greatest number of events
possible.

To carry out the PMU programming as well as to obtain of
execution data both the libpfm2 [9] library and the perfmon2
[9] communication interface have been used.

Fig. 1: The Itanium2 Montvale processor.



2. The code insertion tool
This tool aims to solve the problem of adding the neces-

sary code to work with EAR counters in a parallel program
in the most automatic way. The user must be allowed to
name the event to capture or the point in the code from where
to start monitoring, among other considerations, but this tool
reduces greatly the amount of work needed to do this task.
For each miss event relevant information is captured: the
virtual memory address that was accessed, the accessing
instruction memory address, the core where it took place
and an additional item, the operation’s latency in cache miss
events or the TLB miss type in TLB miss events.

This tool adds code automatically in three points in the
parallel code (see Figure 2):

• Previous Code: This code must come before both
counter programming and reading. It is made of library
inclusion directives, constant and variable declaration,
and the global procedures to be used later (mainly those
regarding EARs reading).

• Begin Code: This code comes exactly before monitor-
ing begins, and must be inside the same parallel region
as the code to be monitored. It is made of both libpfm
initialization and PMU counters programming. It ends
issuing the order to start monitoring.

• End Code: This code takes care of ending monitoring,
so it must be added just after the section to be measured.
It processes any information remaining in the sampling
buffer.

Fig. 2: Added code.

3. The visualization tool
The visualization tool main functionality is to classify

captured events in categories according to their memory

address. It then shows them jointly in a histogram delimited
by the initial and final addresses of the studied virtual
memory range as seen in Figure 3. This way it allows the
user to get a general view of memory access patterns in
her parallel program. This histogram can be modified by the
user, for example, by filtering events by their instruction or
core, or by changing the number and size of the categories,
as to raise or lower the detail level (see Figure 4).

Fig. 3: Visualization tool main histogram.

Fig. 4: Visualization tool detailed histogram.

4. A case study: locality optimization
technique

A locality optimization technique [6][7] was used to test
the above tools. It consists of reorganizing the data guided
by a locality model instead of restructuring the code or
changing the sparse matrix storage format. Unlike other
existent locality models that predict in a precise way the data
movement among the levels of the memory hierarchy, our
model is able to characterize, sacrificing accuracy, the trend
of this movement in general terms. In particular, locality
is evaluated using a distance function that depends on the
number of entry matches. Considering accesses to the sparse
matrix by rows, the number of entry matches between any
pair of rows is defined as the number of non-zero elements in



the same column of both rows. The model provides a value,
noted as total distance, that is inversely proportional to the
locality of the accesses performed by the sparse matrix.

The goal of the data reordering technique is to increase
the grouping of non-zero elements in the sparse matrix
pattern that characterizes the irregular accesses and, as a
consequence, improve the locality in the execution of the
SpMxV code. The reordering technique permutes windows
of locality instead of individual rows or columns of the
matrix. A window of locality is a set of w consecutive rows
(or columns) of the matrix between which there is a high
probability of data reuse when executing the sparse matrix
code.

The method searches for a permutation of windows of
locality that minimizes the total distance of the matrix. In
this way, the problem of locality improvement is formulated
as a classic NP-complete optimization problem, and we solve
it as a graph problem using its analogy to the traveling sales-
man problem. The appropriate order of rows and columns
of the matrix is given as a permutation vector.

In order to select the window size (w) [7], two types of
windows of locality are considered: fixed and variable. In the
variable-size case, the criterion to decide if two consecutive
rows/columns are included within the same window depends
on the locality estimation made by the model. In particular,
the distance between these rows/columns must be lower than
a established threshold. In our studies we conclude that
windows of w = 1 and w = variable are the best choices
in terms of performance.

4.1 Experimental results
The data reordering technique has been applied to the

matrices shown in Figure 5 using both window sizes. These
reordered matrices should present a higher data locality
for each thread individually, which would mean that fewer
memory addresses should be shared between them.

In the Itanium2 architecture, floating point operands by-
pass the level 1 data cache, so reading them always causes
a cache miss [8]. Since the matrix data are floating-point
values the EAR counters can be used to sample among all
memory accesses. Using the tools previously commented
data regarding the SpMxV memory accesses have been easily
collected at a high sample rate.

In Figure 6 the number of total read conflicts caused by
different threads accessing the same memory address are
shown. These are normalized for each pair matrix-number
of threads to the results regarding the unordered matrix. It
shows how both window sizes ( w = 1 and w = variable
) are effective for most matrices, and more effective as
the number of threads grows. Only for matrices bcsstk29
and memplus results do not show an improvement with
low number of threads. This is because the pattern of both
matrices already presents high locality, and as such it cannot
be improved at all by the reordering technique.

5. Conclusions
The tools here developed greatly simplify obtaining and

studying data from the EAR counters present in the Itanium2
processors. With these, data memory accesses can be traced
during a program’s execution. We study shared memory pro-
grams using OpenMP. These tools call for some familiarity
using PMU hardware counters, but they nonetheless simplify
adding monitoring code. Since this code is user editable
they can be adapted for use in any number of environments,
architectures or codes. The data visualization tool allows for
an easy statistical study of the captured events, by offering
the most important functionalities related to working with
counter data.

It has been shown that the information obtained is useful
to model the execution of a parallel program, by studying
its memory access patterns. Using this information it is easy
to see, for example, which threads have a greater workload,
relative to their input data, since it determines the number
of memory accesses and their locality.

Using these tools a reordering technique has been vali-
dated to show its benefits. In fact, results show locality is
greatly improved by this reordering techniques.
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(a) garon2 (b) memplus (c) msc10848 (d) Na5 (e) ncvxbqp1 (f) nmos3
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Fig. 5: Matrix patterns before reordering.

(a) Total Conflicts Fraction - 2 threads

(b) Total Conflicts Fraction- 4 threads

(c) Total Conflicts Fraction - 8 threads

(d) Total Conflicts Fraction - 16 threads

Fig. 6: Conflict reduction after applying both reordering techniques, normalized to the unordered matrix. These results have
been obtained using the hardware counter based tools.


