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Abstract— Nowadays multicore processors and graphics cards
are commodity hardware that can be found in personal comput-
ers. Both CPU and GPU are capable of performing high-end
computations. In this paper we present and compare parallel
implementations of two tridiagonal system solvers. We analyze
the cyclic reduction method, as an example of fine-grained par-
allelism, and Bondeli’s algorithm, as a coarse-grained example
of parallelism. Both algorithms are implemented for GPU
architectures using CUDA and multi-core CPU with shared
memory architectures using OpenMP. The results are compared
in terms of execution time, speedup, and GFLOPS. For a large
system of equations,222, the best results were obtained for
Bondeli’s algorithm (speedup1.55x and 0.84 GFLOPS) for
multi-core CPU platforms while the cyclic reduction (speedup
17.06x and5.09 GFLOPS) was the best for the case of GPU
platforms.
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GPU, CUDA

1. Introduction
The tridiagonal system solvers are widely used in the field

of scientific computation, especially in physical simulations.
The tridiagonal matrix algorithm, also know as the Thomas
Algorithm [1], is one of the most known algorithms used to
solve tridiagonal systems. It is based on the Gaussian elimina-
tion [2] to solve dominant diagonal systems of equations. As
it is not suitable for parallel implementations, new algorithms
such as cyclic reduction [3], [4] or recursive doubling [5] were
developed to exploit fine-grained parallelism. Other parallel
tridiagonal solvers like [6], [7], [8] were designed with a
coarse-grained parallelism in mind.

OpenMP is designed for shared memory architectures [9].
The development in recent years of cluster-like architectures
favoured the Multiple Instructions Multiple Data programming
languages, particularly MPI. However, recent multi-core archi-
tectures have increased interest in OpenMP which has led us
to choose this API for our CPU implementations.

The Computed Unified Device Architecture [10] developed
by NVIDIA provides support for general-purpose computing on
graphics hardware [11] with a fine-grained and coarse-grained
data parallelism. However, in most cases, neither sequential nor
parallel algorithms can be implemented directly into the GPU.
The algorithm’s design needs to be adapted in order to exploit
each architecture.

In this paper we present and compare a parallel implemen-
tation of cyclic reduction as described in [12] and one of
Bondeli’s algorithm [8]. Both algorithms are valid for large
systems of equations. They have been implemented for multi-
core CPUs using OpenMP and for GPU computing using
CUDA. The data access patterns and workflows of the al-
gorithms are divided into several stages, making them good
candidates for a parallel implementation using OpenMP, buta
challenge for a GPU version owing to the specific features of
this architecture. We shall analyze the performance of the cyclic
reduction given that it was one of the first parallel algorithms
described for solving tridiagonal systems. The cyclic reduction
algorithm was focused towards fine-grained parallelism which
could be achieved into the GPU architecture. And we shall
analyze Bondeli’s algorithm as an example of coarse-grained
parallelism in a divide-and-conquer fashion, more suited to a
multi-core CPU architecture.

In Section 2 we briefly present the proposed algorithms.
An overview of the OpenMP programming model and the
implementation of the algorithms are presented in Section 3.
In Section 4 we present the GPU Architecture and CUDA pro-
gramming model with the implementations of the algorithms.
The results obtained for each proposal are discussed in Section
5. Finally, the conclusions are presented in Section 6.

2. Tridiagonal System Algorithms
The objective is solving a system ofn linear equations

A~x = ~d, whereA is a tridiagonal matrix, i.e.:
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We shall denote each equation of this system as:

Ei ≡ aixi−1 + bixi + cixi+1 = di, (2)

for i = 1, . . . , n wherex0 = xn+1 = 0.
In the following subsections, the tridiagonal system solvers

of cyclic reduction and Bondeli’s algorithm are presented.

2.1 Cyclic reduction
The cyclic reduction algorithm [12] starts with aforward

reduction stage where the system is reduced until a unique



Fig. 1: Dependencies in cyclic reduction for an 8-equation
system.

unknown is obtained. At each steps of this stage the new
system is reduced to half the number of unknowns and new
equations are generated:
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needs⌊log2 n⌋ steps to complete.
The second stage,backward substitution, computes first

the unique unknownxn−1 of the equationE(s)
n−1, with s =

⌊log2 n⌋, generated in the last step of the forward reduction.
The values of the next unknowns are computed using the
previously solved ones. At each steps = ⌊log2 n⌋ − 1, . . . , 0
of the backward substitution, the Equation (3) is reformulated
as:
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for i = 2s, . . . , n, with step size2s+1.
Figure 1 shows a scheme of the resolution of the cyclic

reduction algorithm for an 8-equation system. In the first stage,
each square represents an equationE

(s)
i in the tridiagonal sys-

tem. The operation described by expression (3) is represented
with lines in the figure. In the second stage, a square represents
one of the unknownsxi whose value is calculated at each step,
and dependencies in expression (4) are represented with lines.

2.2 Bondeli’s algorithm
The Bondeli’s method [8] is based on a divide-and-conquer

strategy to solve a tridiagonal system of equations. The system
is initially divided into blocks of sizek × k:
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where each termAi, Bi, andCi represents a matrix block of
sizek = n/p, beingp > 1 an arbitrary positive integer. Each
vector~xi and ~di has alsok elements. It is assumed thatn is
divisible by p andk > 1.

This method has three different steps: solving each block
of the linear tridiagonal systems, building and solving an
intermediate tridiagonal system, and computing the unknowns
using the results of the first and second steps. Each step is
describe below:

1) Solving the following3p− 2 tridiagonal systems:

Bi~yi = ~di i = 1, . . . , p, (6a)

B1~z1 = ~ek i = 1, (6b)

Bp~z2p−2 = ~e1 i = p, (6c)

Bi~z2i−2 = ~e1 i = 2, . . . , p− 1, (6d)

Bi~z2i−1 = ~ek i = 2, . . . , p− 1. (6e)

where~yi (for i = 1, . . . , p) and~zj (for j = 1, . . . , 2p−2)
are vectors of unknowns of sizek, and~eT1 = (1, 0, . . . , 0)
and~eTk = (0, 0, . . . , 1) are two vectors of sizek. During
the first step, the original system is divided into blocks
and the generated subsystems are solved to obtain the
values of~yi and~zi.

2) From the results obtained in the previous step, a new
tridiagonal systemH ~α = ~β of size 2p− 2 is built and
solved (variables are the same than defined in [8]):
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3) Lastly, in the third step, the values of the unknowns~xi

in the original system are computed from the solution~α
of the intermediate system and the values of~zj obtained
in the first step. The values of~xi are calculated as:

~xi =
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Fig. 2: Steps in Bondeli’s algorithm for an 8-equation system
divided into 2 blocks.



Figure 2 shows each step of Bondeli’s algorithm for an 8-
equation system divided into 2 blocks of size 4. Each square
represents an Equation (6) and (7) in steps 1 and 2 respectively,
and the computation of an unknown in step 3. In this example
3p − 2 = 4 subsystems are solved in the first step and an
intermediate tridiagonal system of size2p− 2 = 2 is built and
solved in the second step. Note that Equations (6d) and (6e)
are not generated in this example due to the small number of
blocks of the first step.

3. Tridiagonal System Solvers Implemen-
tations with OpenMP

In this section we present an overview of the OpenMP
programming model and the parallel implementations of the
two algorithms introduced in Section 2.

3.1 OpenMP Overview
OpenMP is the standard Application Program Interface (API)

for parallel programming on shared memory architectures [9].
Communication and coordination between threads is expressed
through read/write instructions of shared variables and other
synchronization mechanisms. It comprises compiler directives,
library routines and environment variables and is based on a
fork-join model (see Figure 3) where a master thread createsa
team of threads that work together on single program multiple
data (SPMD) constructs.

In shared memory architectures OpenMP threads access the
same global memory where data can besharedamong them
or exclusive (private) for each one. From a programming
perspective, data transfer for each thread is transparent and
synchronization is mostly implicit. When a thread enters a
parallel region it becomes the master, creates a thread team
and forks the execution of the code among the threads and
itself. At the end of the parallel region the threads join andthe
master resumes the execution of the sequential code.

Different types of worksharing constructs can be used in
order to share the work of a parallel region among the threads
[13]. The loop constructdistributes the iterations of one or
more nested loops intochunks, among the threads in the team.
By default, there is an implicit barrier at the end of a loop
construct. The way the iterations are split depends on the
schedule used in the loop construct [13]. On the other hand, the
single constructassigns the work on only one of the threads in
the team. The remaining threads wait until the end of the single
construct owing to an implicit barrier. This type of construct is
also known as non-iterative worksharing construct. Other types
of worksharing constructs are available.

Although there are implicit communications between threads
through access to shared variables or the implicit synchroniza-
tion at the end of parallel regions and worksharing constructs,
explicit synchronization mechanisms for mutual exclusionare
also available in OpenMP. These are critical or atomic direc-
tives, lock routines, and event synchronization directives.

Fig. 3: OpenMP fork-join model.

OpenMP is not responsible for the management of the
memory hierarchy but certain issues regarding cache memory
management should be borne in mind. There are two factors
that determine whether a loop schedule is efficient: data locality
and workload balancing among iterations. The best schedule
that we can choose when there are data locality and a good
workload balance is static with a chunk size ofq = n/p, where
n is the number of iterations andp the number of threads. In
other cases dynamic or guided schedules may be adequate.

When a cache line, shared among different processors, is
invalidated as a consequence of different processors writing
in different locations of the line, false sharing occurs. False
sharing must be avoided as it decreases performance due to
cache trashing. One way to avoid false sharing is to divide the
data that will be accessed by different processors into pieces of
size multiple of the cache line size. A good practice to improve
cache performance is to choose a schedule with a chunk size
that minimizes the requests of new chunks and that is multiple
of a cache line size.

3.2 OpenMP implementations
In this section we present our OpenMP proposals, for the im-

plementation of the tridiagonal system solvers: cyclic reduction
and Bondeli’s algorithm.

3.2.1 Cyclic reduction

For the two stages of the cyclic reduction algorithm we
distributeq = n/p equations among the threads, wheren is the

Fig. 4: Work shared among the threads in the forward reduction
and backward substitution stage of cyclic reduction for an 8-
equation system.



number of equations andp the number of threads. The storage
system of this implementation employs five arrays: three matrix
diagonals, right-hand side, and unknowns. All arrays are shared
among the threads to satisfy the data dependencies.

Figure 4 (left) shows the access pattern for each thread in the
forward reduction stage for the case of an 8-equation system.
Each thread reducesq consecutive equations (2 equations in
Figure 4) except for the lastlog2 p steps, wherep is the number
of threads, as there are more threads than there are equations
to reduce. An implicit barrier at the end of each step keeps
the reduction stage synchronized. Figure 4 (right) shows the
access pattern for each thread in the backward substitution
stage, where the work is shared among the threads in the same
way as in the reduction stage.

3.2.2 Bondeli’s algorithm

For this implementation the different steps that form Bon-
deli’s algorithm, described in Section 2.2, are executed inthe
same parallel region saving the time needed to create new
thread teams when entering a new parallel region. We use
implicit barriers to synchronize the different steps. The storage
system of these implementations consists of five arrays that
store the three diagonals, the right-hand coefficients and the
unknowns of the tridiagonal system. The values of vectors~yi
and ~zj computed in the first step are stored in two separate
arrays, and the intermediate systemH ~α = ~β described in the
second step is stored in a similar way to the original system;
i.e. in five arrays. All arrays are shared among the threads in
order to read and write the data needed in each step.

The tridiagonal system is divided into blocks of sizek × k
wherek = n/p, wheren is the number of equations and3p−2
the number of threads. The resulting subsystems are solved in
the first step of the algorithm. This is the most costly step where

Fig. 5: Work shared among the threads in the different steps
of the implementation of Bondeli’s algorithm for an 8-equation
system.

the subsystems are solved using the Thomas algorithm [1].
Figure 5 shows the worksharing constructs in the different

steps of Bondeli’s algorithm for an 8-equation system divided
into 2 blocks of size 4. The work shared among the threads in
this implementation for each step of the algorithm is as follows:

1) First step.-Solve the linear tridiagonal systems of size
k = n/p. Each thread requests one subsystem of equa-
tions Bi~yi = ~di, one B1~z1 = ~ek or Bp~z2p−2 = ~e1,
Equations (6a)-(6c), Section 2.2. In our implementation
the original tridiagonal system is split into2 blocks, so
Equations (6d)-(6e) do not need to be solved. A barrier at
the end of the last directive synchronizes all the threads
before the next step.

2) Second step.-Computeαi by solving the tridiagonal
systemH ~α = ~β. The elementssi, ri, ti of H and ui

of ~β (see [8] for details) are calculated in parallel by
the different threads. The systemH ~α = ~β of 2p − 2
equations (2 equations in Figure 5) is solved by one
thread. The thread team is synchronized before the next
step.

3) Third step.- Compute the solution with two SAXPY-
operations. The final solution is computed sharingq =
n/t equations among the threads, wheren represents the
number of equations andt the number of threads.

4. Tridiagonal System Solver Implementa-
tions with CUDA

In this section we present an overview of the GPU architec-
ture and the CUDA implementations of the proposed algorithms
introduced in Section 2.

4.1 GPU Overview
CUDA technology is the Compute Unified Device Architec-

ture for NVIDIA programmable Graphic Processor Units [10].
This architecture is organized into a set of streaming mul-
tiprocessors (SMs) each one with many-cores or streaming
processors (SPs). These cores can manage hundreds of threads
in a Simple Program Multiple Data (SPMD) programming
model. The number of cores per SM depends on the device
architecture [10], i.e. the NVIDIA’s G80 series has a total of
128 cores in 16 SMs each one with 8 SPs. Figure 6 shows a
schema of a CUDA-capable GPU.

A CUDA program, which is called a kernel, is executed
by thousands of threads grouped into blocks. The blocks are
arranged into a grid and scheduled in any of the available cores
enabling automatic scalability for future architectures.If there
are not enough processing units for the blocks assigned to a
SM, the code is executed sequentially. The smallest number of
threads that are scheduled is known as a warp. All the threads
within a warp execute the same instruction at the same time.
The size of a warp is implementation defined and it is related
to shared memory organization, data access patterns and data
flow control [10], [14].



Fig. 6: A schema of streaming multiprocessors in a CUDA-
capable GPU.

The memory hierarchy is organized into aglobal memory
and a read-onlyconstant and texture memories, with special
features such as caching or prefetching data. These memories
are available for all the threads. There is an on-chipshared
memory space available per block enabling extremely fast
read/write access to data but with the lifetime of the block.
Finally, each thread has its own local and private memory.

There are mechanisms to synchronize threads within a block
but not among different blocks. Due to this restriction data
cannot be shared among blocks. This becomes a challenge
when a thread needs data which have been generated outside
its block.

4.2 CUDA implementations
In this section we present our proposals, using CUDA, for

the implementation of the tridiagonal solvers under analysis.
The major challenge in pursuing an efficient implementation

of a tridiagonal system solver in the GPU is the distribution
of the system among the thread blocks. For small systems, the
solution of the entire system can be computed using only shared
memory and the register space without writing the intermediate
results back to global memory. This can result in substantial
performance improvements, as can be observed in [15], [16].

In the case of very large tridiagonal systems, the equations
must be distributed among thread blocks, and a mechanism
must be implemented to combine the partial operations per-
formed by these individual blocks and to obtain the global
solution. In standard FFT approaches, which present similar
access patterns, the transformation of a large sequence canbe
computed by combining FFTs of subsequences that are small
enough to be handled in shared memory. Data are usually
arranged into a bidimensional array, and the FFTs of the
subsequences are computed along rows and columns [17], [18].
This technique cannot be applied directly to tridiagonal systems
solvers, since the factorization of a tridiagonal system into
subproblems to be independently computed is not as regular
as the FFT case.

4.2.1 Cyclic reduction

When the cyclic reduction method is implemented in global
memory, the forward reduction stage can be implemented
through a loop executed by the host, which calls a CUDA
kernel at each step. The forward reduction kernel call invokes
one thread for each equationEi of the system that is modified
in the current step and executes the operations stated in
Expression (3). In this stage, the number of invoked threads
drops by a factor of two at each new step. Once the forward
reduction is completed, the backward substitution begins,and
a second kernel is called, where an unknownxi is assigned
to each thread which computes the value thereof by applying
Expression (4). At each of the second kernel calls the number
of threads increases by a factor of two.

In our GPU implementation of the cyclic reduction, we
used the shared memory space as much as possible [19].
The forward reduction stage is done in two kernels. A first
kernel splits the equations into several non overlapping blocks.
Each thread within a block copies an equation from global
memory into the shared memory of its block. This kernel then
solves as many steps of the reduction stage as possible with
the data stored in the shared memory. Finally the intermediate
results are copied back to global memory. The second kernel
computes the equations that can not be solved due to data
dependencies with the adjacent blocks. These equations are
computed directly into global memory what is more efficient in
this case due to the small number of equations remaining. Both
kernels are successively executed until the forward reduction
stage is completed. The backward substitution stage can be
computed in a similar way.

4.2.2 Bondeli’s algorithm

In this implementation, the different stages of Bondeli’s
algorithm, described in Section 2.2, are executed in several
kernels because of the global synchronization needed in each
stage [19]. The original tridiagonal system is split in small sub-
systems which can be solved independently. All subsystems are
solved in just one kernel call, and the solution is nearly entirely
performed in the shared memory space. This is possible due to
the small size of the subsystems, which can now be assigned
to different blocks of threads and be solved independently in
parallel using the cyclic reduction algorithm.

5. Results
We have evaluated our proposals on a PC with an Intel

Core 2 Quad Q9450 with four cores at 2.66 GHz and 4 GB
of RAM. The main characteristics of the memory hierarchy
are described in [20]. Each core has a L1 cache divided into
32 KB for instructions and32 KB for data. With respect to
L2, it is an unified cache of6 MB shared by 2 cores (12
MB in total). Cache lines for the L1 and L2 caches are 64
bytes wide. The code has been compiled using gcc version
4.4.1 with OpenMP 3.0 support under Linux. For the CUDA



implementations we ran the algorithms on a NVIDIA GeForce
GTX 295. The CUDA code has been compiled using nvcc also
under Linux. In both cases the code was compiled without
optimizations.

The results are expressed in terms of execution times,
speedups and GFLOPS. The execution times were obtained
as an average of one hundred executions. The speedup are
calculated for both OpenMP and CUDA implementations with
respect to the sequential implementation of the Thomas algo-
rithm. The execution times for the OpenMP implementations
are those corresponding to 4 threads. These times include the
creation of the thread team which is OpenMP implementa-
tion defined. As the final goal is to execute the tridiagonal
system solvers within a larger computational algorithm, the
data transfer between the host and the device in the CUDA
implementations is not included in the execution times.

5.1 OpenMP
Figure 7 shows the results for the OpenMP implementations

of the cyclic reduction and Bondeli’s algorithm for increasing
system sizes from210 to 222 in steps of22. The best results
for the cyclic reduction implementation are obtained for216-
equation systems, which presents an speedup of2.15x. The
decrease in speedup for larger systems is due to the storage
requirements of the algorithm. For example, a system of220

equations requires20 MB of memory which is more than the
12 MB of the L2 cache. Consequently, the number of cache
misses increases and, given that the data accesses do not present
spatial locality, the execution time also increases.

For small systems Bondeli’s algorithm presents lower
speedups than the cyclic reduction algorithm, mainly due to
the high arithmetic requirements of the algorithm. Nevertheless,
its speedup curve presents a more linear behavior than for the
cyclic reduction algorithm because the intermediate subsystems
are solved with the Thomas algorithm, which presents a se-
quential access data pattern. Another reason is a good workload

Fig. 7: OpenMP speedup of cyclic reduction and Bondeli’s
algorithm with different tridiagonal system sizes.

Table 1: Performance results obtained for a220-equation system
(CR denotes cyclic reduction).

Algorithm Thomas CR Bondeli

Sequential
Time 0.0547 s ——- ——-
GFLOPS 0.14
OpenMP
Time —— 0.0507 s 0.0365 s
GFLOPS 0.44 0.78
CUDA
Time —— 0.0029 s 0.0058 s
GFLOPS 15.33 17.50

balance. As shown in Figure 7, a speedup of1.14x is achieved
for a 216-equation system, lower than for the case of cyclic
reduction.

Table 1 shows a summary of the performance results we have
obtained for the different implementations for a220-equation
tridiagonal system using single floating points arithmetic. The
OpenMP cyclic reduction exhibits a speedup of1.08x and
Bondeli’s algorithm 1.50x, with 0.44 and 0.78 GFLOPS,
respectively. The GFLOPS rate for Bondeli’s algorithm is
nearly twice that for the cyclic reduction owing to the higher
arithmetic requirements of the first as mentioned above.

The key for the OpenMP implementations is performing
a good schedule that maximizes cache locality, especially in
cyclic reduction, and selecting the optimal block size in Bon-
deli’s algorithm to ensure a good workload balance. Memory
cache plays an important role in the speedup of the cyclic
reduction method. The best results for Bondeli’s algorithmare
achieved for large systems due to the memory requirements of
the cyclic reduction that can not be satisfied by the multicore
memory hierarchy.

5.2 CUDA
Figure 8 shows the speedups of the CUDA implementations

for the cyclic reduction and Bondeli’s algorithm varying the

Fig. 8: CUDA speedup of cyclic reduction and Bondeli’s
algorithm with different tridiagonal system sizes.



system size. For small tridiagonal systems, the speedup is low,
as the available parallel hardware cannot be fully exploited
due to the small number of computations associated. For
larger systems, the GPU shows good performance in terms
of speedup. Both algorithms scale well as the system size
increases. This is a typical behavior for the GPUs, which need
to be fed with thousands of data to exploit their computational
capabilities to the full [14]. A maximum speedup of18.87x is
achieved for the cyclic reduction implementation for a system
of 220 equations and a GFLOPS rate of15.53 (see Table 1). A
lower speedup is obtained by Bondeli’s algorithm, with9.3x
for the same system size but a higher GFLOPS rate of17.50.
The reason is, as for the OpenMP implementations, the higher
number of computations associated to Bondeli’s algorithm.

6. Conclusions
We have analyzed two tridiagonal system solvers (cyclic

reduction and Bondeli’s algorithm) exhibiting different levels
of parallelism in two different parallel hardware platforms:
multi-core architectures (CPU) and GPUs platforms. The im-
plementations are analyzed in terms of speedups and GFLOPS
with respect to a sequential implementation of the Thomas
algorithm. These algorithms were executed in a PC with an
Intel Core 2 Quad Q9450 and a NVIDIA GeForce GTX 295.

In OpenMP, for small systems the cyclic reduction algorithm
presents a better speedup than Bondeli’s algorithm. This is
mainly due to the high computational requirements of Bondeli’s
algorithm. When the system size increases over216 equations
(large systems) the performance of the cyclic reduction im-
plementation decreases as the data storage requirements for
the algorithm exceed the capacity of the L2 cache, increasing
the data movement. The speedup changes more linearly for
Bondeli’s algorithm because of the good workload balance and
because it uses the Thomas algorithm which present sequential
accesses to memory, for solving the subsystems generated by
the algorithm. For systems of220 equations the best results
are a speedup of1.50x obtained by Bondeli’s algorithm and a
GFLOPS rate of0.78.

The results in CUDA are always better for cyclic reduction.
The complex algorithm structure and the different types of
stages involved in Bondeli’s algorithm makes the implemen-
tation thereof a challenge. For a220 equation system, the best
results of the CUDA implementation are a speedup of18.87x
with a GFLOPS rate of17.50.

The results have shown how the cyclic reduction solver, that
exhibits fine-grained parallelism, achieves always best results in
the GPU comparing to the Bondeli’s algorithm, with a coarse-
grained parallelism. This also happens in a multicore CPU
when the system of equations was small enough to fit into the
cache. When the size of the system is larger than220, Bondeli’s
algorithm presents better results.

In conclusion, fine-grained parallelism problems often
achieve highly positive results in the GPU, although the time

invested in adapting other types of problems also has its reward
in terms of speedup.
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