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Abstract 

 
Optical Character Recognition (OCR) using Android 

has been received a great attention.  In all these 

efforts a flat document is selected for OCRing and 

non-flat documents are ignored.  Labels mounted on 

cylindrical surfaces such as wine bottle, pill box, cans, 

etc, are examples of non-flat documents.  The goal of 

this research effort is to perform optical character 

recognition on a non-flat document.  To be more 

specific, we investigate OCRing of a cylindrical pill 

box label.  Two pictures of the label are needed for the 

OCRing. The methodology was applied on 30 

synthesized non-flat labels and on average, the system 

was able to accurately recognize 92.4% of the 

characters.  

 

Key Words: Optical Character Recognition, Non-flat 

documents, Android, Mobile Device, and 

Segmentation. 

 

1. Introduction 
 
Optical character recognition using Android has been 

received a great attention [1, 2, 3].  In all these efforts 

a flat small document such as a business card, Figure 

1, is selected for OCRing.  However, there are a large 

number of applications that demand OCRing of small 

documents that are not flat.   Labels mounted on 

cylindrical surfaces such as wine bottle, pill box, cans, 

etc, are examples of non-flat documents, Figure 2. 

 The goal of this research effort is to perform 

optical character recognition on a non-flat surface.  To 

be more specific, we investigate OCRing of a 

cylindrical pill box label. 

 The rest of the paper is organized as follow: The 

imaging is the subject of section 2. Sharpening is 

covered in section 3.  Methodology is presented in 

section 4.  Experimental results are discussed in 

section 5.  Conclusion and future research are the 

subjects of section 6. 

 

 
 

Figure 1: An example of a flat small document. 

 

 

 

 

Figure 2: Examples of non-flat small documents: (a) 

label of a vinegar bottle and (b) label on a pill box. 

 

(a)     (b) 

 



2. Imaging  
 

When taking a picture of a label on a non-flat surface 

the text cannot be adequately captured in a single 

image.  To handle this situation, the system processes 

the first image and then gives the user the option of 

taking another picture to capture the remaining text. 

For the second picture, user rotates the bottle to bring 

the other text into view while providing some overlap 

with the first image. 

 Each image is captured into memory as a 

compressed byte array stored internally in the JPEG 

format as an android.graphics.Bitmap object.  The 

mobile device has a 5 Megapixel camera which 

produces an image with a width of 2048 pixels and a 

height of 1536 pixels.  To reduce the number of 

computations and thereby improve interactivity, the 

image is scaled to a width of 1280 pixels and a height 

of 960 pixels, preserving the original image aspect 

ratio.  Since the text characters of interest are black on 

a white background, the color information is not 

necessary and the image is converted into a 256 level 

grayscale image.  Additionally, converting the image 

to grayscale reduces the image’s size, conserves 

memory and increases computational efficiency in 

latter steps by reducing the amount of image data. 

 When converting color images to grayscale for 

the purpose of human consumption, it is important to 

preserve the luminance values so that the relative 

brightness of the grayscale image matches that of the 

original color image.  This is typically done by using a 

weighted average method in which the weights are 

assigned based on the human eye’s sensitivity to each 

of the primary colors.  The NTSC values for the 

weights are .30 for red, .59 for green and .11 for blue 

[4].  Given that the pill bottle label images are not 

intended to be viewed by the user and the black text 

tends to have red, green and blue values that are 

nearly identical, it is not necessary to use the weighted 

average in this case.  Instead, the three colors are 

averaged together un-weighted to reduce 

computational complexity and, thereby, processing 

time.  This is done using Equation 1 by taking each of 

the color bands of Red (R), Green (G) and Blue (B) 

and finding the average of the three colors. 
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3. Sharpening 
 
The final step of preprocessing enhances the sharpness 

of the image so the individual characters in the image 

have pixel values that are closer to one another.  Due 

to the nature of capturing the image from a camera, 

many of the pixels around the edges of the characters 

have varying degrees of blackness.  Enhancing the 

sharpness of the image will aid in segmenting the 

image accurately.  To sharpen the image an Unsharp 

Mask (USM) filter is employed [5].  The USM filter 

uses a Gaussian kernel, formula (2), to create a blurred 

image of the original image.   

 

     
 

      
 

  

         (2) 

 

The radius   determines the width of the Gaussian 

kernel which in turn determines how many of the 

surrounding pixels are used to influence the value of 

the pixel under consideration.  The value i is the 

distance from the center of the kernel.  To create the 

blurred image B, the one dimensional Gaussian kernel 

G is applied both vertically and horizontally to the 

pixels of the two dimensional image’s matrix of pixels 

I. This is done in two steps by first applying Equation 

3 to the pixels in row-column order and then a second 

time in column-row order.  In each step, the value of 

the blurred pixel B(x) is obtained from  the sum of the 

surrounding pixels of pixel I(x) of the original image’s 

matrix multiplied by the respective values of the 

Gaussian kernel G(i), formula (3). 

 

                  
     (3) 

The sharpened image S is produced using formula 4, 

in which the blurred image is subtracted from the 

original image I taking into consideration the amount, 

A, and threshold, T.  The value A determines the 

magnitude of the effect the kernel has on the pixel 

value and the T determines if the filter will be applied 

to an individual pixel based on the minimum 

difference between the blurred and original pixel 

values.  During application of the USM the A and T 

are given. 
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The pixel values of the sharpened image S are then 

normalized to be in the 0 – 255 range by setting values 

less than 0 to 0 and values greater than 255 to 255.  

Figure 3 demonstrates the effect sharpening has on a 

single character in the image.   

 



 
(a)                       (b) 

 

Figure 3: Effects of Unsharp Mask (USM) on a single 

Character: (a) Original Image and (b) After 

applying USM 

 

4. Methodology 
 

To capture a non-flat small document, two images are 

taken.  The first logical step is to stitch the two images 

into one and then the OCR process be applied on the 

stitched image.  However, we decided to postpone the 

stitching process for a later stage.  To explain it 

further, in recent years, there has been considerable 

research into how to properly stitch multiple images 

into a single image for human viewing [6, 7].  The 

most successful approach uses scale and rotation 

invariant features that are common in the images [8]; 

frequently corner detection is employed.  Since the 

images in this project are not intended for human 

consumption, there’s simply no need to combine the 

images.  Finding the common text among the images 

is a more efficient and reliable method.  In addition, 

the Java heap limit of 17MB would require a 

combined image to be processed at a much lower 

resolution, as there is simply not enough memory 

available to process a single large image in memory.  

The lower resolution would affect the number of 

pixels that comprise each character and reduce the 

accuracy of the character decoding process. 

 As a result the stitching takes place after the 

individual images of the same label are gone through 

the process of character recognition.  This process is 

composed of the following steps: segmentation of the 

image and filtering the segments, character decoding, 

region filtering by ratio, construction of lines of 

characters in each processed image, and stitching the 

processed images to create full Lines of text. Each 

step is described in the following subsections. 

 
4.1 Segmentation and Filtering 

 
Segmentation is the process of grouping pixels into 

regions in which all pixels in the region share a 

common characteristic and the pixels are spatially 

related to one another.  Two pixels are defined as 

connected to another if one pixel is in the 8 pixel 

neighborhood of the other.  Two pixels are similar if 

the absolute value of the difference of the two pixel’s 

grayscale values are less than the given threshold.   

All the pixels that are connected and similar make a 

region.  The seed of each region is selected randomly 

seed selection is continued after each region is grown 

 An unassigned pixel is a pixel that has not yet 

been identified as belonging to a region.  Conversely, 

an assigned pixel is a pixel that has been identified as 

belonging to a specific region.  An ungrown pixel is a 

pixel that has been assigned to a region but has not yet 

examined its neighboring pixels.  Again, conversely, a 

grown pixel is a pixel that has been assigned and has 

examined its neighbors.   

 The region growing algorithm, Figure 4, used for 

this project is the succession of selecting an 

unassigned pixel and/or an ungrown pixel.  Next, 

examining connected pixels, assigning the similar 

connected pixels to the current pixel’s region. And 

then marking that connected pixel as assigned but 

ungrown and finally marking the current pixel as 

grown.  

 

Algorithm: GrowRegions 

Given:  A 2D matrix of pixels as an image 

 (imageMatrix). 

Objective: Return a list of regions. 

 1: Set done  false; 

 2: Set regionIndex  0; 

 3: Set lastUnassigned  0; 

 4: Set unAssignedList  null; 

 5: Set ungrownList  null; 

 6: Set regionList  null; 

 7: Repeat until not done 

Set firstUnassigned  -1; 

Set firstUngrown  -1; 

If ungrownList is not empty 

Then 

 Set ungrown  ungrownList.next; 

ungrownList remove ungrown; 

check neighbors of ungrown; 

If firstUngrown = -1 

Then 

 If unAssignedList is empty 

 Then  

  Set  done = true; 

 SetfirstUnassigned unAssignLixt.next;  

 Set region  regionIndex++; 

 regionList add region; 

 ungrownList add firstUnassigned; 

 check neighbors of firstUnassigned; 

 8: Return regionList; 

 9: End; 

 

Figure 4: Region Growing Algorithm. 

 



Considering the fact that characters on the label are 

darker than the background, it is logical that each 

region is a character, logo, two connected characters, 

portion of a character, or a blub courtesy of droopy 

corners and poor lighting.  To make a distinction 

among the resulting regions, each region is boxed by 

its Minimum Bounding Rectangle (MBR).   The MBR 

is computed by defining the top left and bottom right 

corners of the region.  The coordinates for the top left 

corner are found by taking the minimum x and y 

values from the set of pixels in the region and the 

bottom right corner is found by taking the maximum x 

and y values from the set region pixels.   

 Given that the domain of the task is limited to 

finding characters on a pill bottle label, there are some 

reasonable assumptions that can be made regarding 

the grayscale value, size and shape of boxed regions 

that are likely to be characters.  First, since 

prescription labels contain black text on a white 

background, all regions whose mean pixel value is 

above a certain threshold (tmean) are removed.  These 

regions are too white to be text characters.  Second, 

thresholds are defined for minimum size(tmin) and 

maximum size (tmax) of a boxed region based on the 

size range of characters on the label. Boxed regions 

that do not meet the size characteristics are removed 

from the list of regions.  The remaining regions are 

subject to character decoding process. 

 

4.2 Character Decoding 

 
For decoding each eligible region into the 

encompassed characters, two assumptions are made. 

First, though not required by regulation [9], for every 

label examined, the dosing instruction was a plain 

sans serif font of only capital letters.  As such, the 

decoding algorithm is designed to decode only the 

capital English characters A through Z and the 

numerals 0 through 9.  Second, the character decoding 

is not designed to handle rotated characters.  It is 

expected that the user is able to take a properly 

oriented image of the pill bottle label with the text 

upright and within a few degrees of horizontal.  Even 

if the label had been misplaced on the bottle, the user 

should orient the text in a upright position. While 

there are numerous methods to decode a set of pixels 

into a character, this project relies on identifying 

certain characteristics of the region and comparing 

those characteristics to the set of known 

characteristics for each of the characters.   

 This method of decoding by characteristics is 

scale invariant which is useful as it eliminates the 

need to scale the characters to a known size before 

decoding.  A cut is a transition from an edge of the 

boxed region to black pixels or any transition of white 

pixels to black pixels in the boxed region.  The 

characteristics determined for each boxed region are 

(1) the presence of straight vertical or horizontal lines 

at the edges of the region and (2) the number of cuts.   

 To determine if a boxed region contains a straight 

line of pixels near the edges, a process counts the 

longest line of pixels near each of the edges of the 

MBR of the region. Figure 8 shows the areas of the 

boxed region that are examined.  If the boxed region 

contains a vertical or horizontal line of pixels that is 

greater than 75% of the MBR in the edge of the 

region, a “1” is placed in an encoded bit string, 

otherwise a “0”.  For example, the boxed region of 

Figure 5.a has been evaluated for straight lines in the 

shaded areas (Figure 5.b) and three lines at the left, 

top, and bottom are detected.  As a result, the boxed 

region is encoded with the bit string of “1011”.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 5: Edge Line Examples: (a) a boxed region and 

(b) the areas (shaded) on the region 

checked for lines of pixels. 

 

The encoded bit string is four bits long and represents 

the four edges of the boxed regions in order of left, 

right, top and bottom.  The encoded bit string is then 

used to create subsets of the potential characters. Due 

to irregularities in the image, certain characters belong 

to multiple subsets.  For instance, for the character 

“B” the top edge of the character may or not meet the 

75% threshold.  For this reason, “B” belongs to the 

two character subsets defined by the encoded bit 

strings “1011”, “1010”. 

 In the second, the number of cuts is determined 

and is encoded into a value string.  Five horizontal and 

vertical lines are drawn on the boxed region.  The 

horizontal and vertical lines are drawn at 10%, 25%, 

50%, 75% and 90% of the height and width of the 

boxed region, respectively.  For each line the number 

of cuts is counted.  The frequencies collectively make 

the value string representing the boxed region.  For 

example,   In Figure 6, numbers of cuts for the five 

horizontal lines from top to bottom are 1, 1, 1, 1, and 

1”.  The numbers of cuts for five vertical lines from 

(a)  (b) 



left to right are 1, 3, 3, 3, and 2.  As a result, the boxed 

region is encoded as “1111113332” which is called 

cut string.  In addition, for a well defined character, 

the number of cuts was determined using the same 

five horizontal and vertical lines and encoded as 

expected string.   

 Figure 7 lists the expected encoding of the 

characters.   Each cut string is compared to expected 

strings of the reduced character set using Equations 5 

and 6.  The boxed region is decoded to the character in 

which the difference in the value strings is minimized. 

 

             
   

     (for i= 1 to m) (5) 

 

                         (6) 

 

Where, u is the unknown encoded string, k is the 

known encoded string, n is the number of bits in u, 

and m is the number of encoded characters in Figure 

7. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 6: Determining the number of cuts: (a) a boxed 

region and (b) Horizontal and vertical lines 

drawn on the boxed region. 

 
Character Decoding 

No Edge Lines - 

0000 

 Left and Right 

Edges Only - 1100 

A 1222211211  H 2212211111 

C 1111112222  M 2244311111 

G 1112112222  M 2343211111 

I 1111122122  N 2333211111 

I 1111111111  N 2232211111 

O 1222112221  U 2222111111 

Q 1222112222  Right and Bottom 

Edges Only - 0101 

S 1111122322  J 1111112211 

V 2221111111  Left and Bottom 

Edges Only - 1001 

W 3322211111  D 1222112221 

X 2212212121  L 1111111111 

Y 2211111111  Top and Bottom 

Edges Only - 0011 

6 1122111332  Z 1111123322 

G 1122112232  S 1111122322 

8 1212114341  3 1111123332 

9 1221122331  5 1111123322 

4 1221112211  I 1111122122 

Left Edge Only - 

1000 

 Left, Top and 

Bottom Edges 

Only - 1011 

D 1222112221  B 1222213331 

K 2212211221  D 1222112221 

R 2212212221  E 1111111332 

Right Edge Only 

- 0100 

 Left and Top 

Edges Only - 1010 

J 1111112211  F 1111112221 

4 1121111211  P 1211112211 

W 2332211111  R 1212212221 

Top Edge Only - 

0010 

 B 1222113342 

T 1111111111  Left, Right and 

Bottom Edges 

Only - 0111 

7 1111122211  I 1111122122 

5 1111123322  J 1111112211 

Bottom Edge 

Only - 0001 

   

2 1111112322    

S 1111122331    

1 1111122111    

 

Figure 7: Encoded Characters. 

 

4.6 Region Filtering by Ratio 

 
Since all English characters and Arabic numerals are 

roughly square, with the exception of “1” and “I”, 

Thresholds are defined for the minimum and 

maximum ratio of width to height of the regions and 

because we have the two exceptions to the ratio 

requirements, boxed “1” and “I”, the regions are not 

filtered by ratio until they have been decoded.  

Filtering by ratio removes characters that have been 

compressed horizontally due to the curvature of the 

pill bottle.  Those characters, at the visible edge of the 

(a)  (b) 



rounded pill bottle, will be captured in the subsequent 

overlapping images. 

 

4.4 Lines Construction 
 

The decoded characters must are organized properly 

into lines of text.  This task is done by sorting regions 

based on their position in the image.  The first level of 

sorting places the image in order from top to bottom.  

The second level sorts the regions that are considered 

the same distance from the top of the image within a 

given threshold from left to right.  The vertical 

threshold is employed to place characters on the same 

line that may not be perfectly aligned due to the 

curvature of the label on the bottle or because of a 

slight rotation in the image. As stated previously, 

significant rotation of the image is not accounted for 

or necessary.  After the regions are sorted, lines of text 

are constructed.  Starting with the first region in the 

sorted list, the decoded character is used to build a 

string.  Moving through the sorted list, the decoded 

characters from each region are appended to the string 

until either of the following two conditions is 

encountered.  The first condition verifies the 

horizontal difference in position of the previous region 

to the current region.  If greater than a given threshold, 

a space character is appended to the current string 

before the decoded character.  The second condition 

verifies the vertical difference in position from the 

previous region and the current region.  If the distance 

is greater than the given threshold, a new line string is 

created to represent the new line of text. 

 

 

4.5 Stitch Images to Create Full Lines of Text  

 
The lines of text from the individual images of the 

non-flat document need to be combined to create the 

full lines of text.  Algorithm Stitch, Figure 8, 

accomplishes this process by taking the first line of 

text from the two successive images and searching for 

the longest common substring of characters.  The 

longest common substring represents the area in 

which the images overlap. The common characters are 

removed from the line of text in the second image and 

the remaining characters are appended to the line of 

text from the first image.  This process continues until 

the extracted text from each of the images has been 

appended.  The algorithm for finding the longest 

common substring uses a traditional “brute-force” 

method.  Although there are more efficient algorithms 

based on dynamic programming methods [10], they 

require more memory and are not necessary since the 

document is small. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8: Line Stitch Algorithm. 

 

5. Experimental Results 

 

 Android based mobile devices present many 

unique challenges.  Among them are the device’s 

limited processing power and available memory.  The 

particular device used for this project was the 

Motorola Droid.  It has an ARM Cortex A8 processor 

running at 550Mhz, 256 MB of internal RAM and a 5 

megapixel camera.  The Android OS provides a Java 

Software Development Kit for creating custom 

applications which further constrains the application 

environment by limiting the Java heap size to a 

maximum of 17MB.   

 The methodology was applied on 30 images of 

synthesized non-flat documents.  The synthesized 

labels were contained only the relevant information.  

For example, the pharmacy logo, barcode, prescriber 

name, was not included in the label.   

 Due to the cylindrical nature of the documents 

two pictures of each document were required to 

capture the full text of the document.  The pictures are 

processed separately and then resulting characters for 

each line segment were stitched to make a complete 

line.  The pill bottle were located on a flat surface.  

The mobile device was not mounted on a stand for 

taking the picture of the non-flat label and the second 

picture was taken roughly from the same distance.  

The system was able to recognize 92.4% of the 

characters. 

Algorithm: StitchLines 

Given: Text line extracted from image one 

(firstStr) and image two (secondStr). 

Objective: firstStr and secondStr merged 

together at longest overlap. 

 1: Set subLongestLen  0; 

 2: Set subLongestInd  0; 

 3: Repeat for each character, a, in firstStr 

Set subIndex  0; 

Repeat for each character, b, in secondStr 

 subIndex  subIndex + 1; 

 If a = b 

 Then  Set subLen  0; 

Let c  1; 

Repeat do while a + c = b + c 

       subLen  subLen + 1; 

If subLen > subLongestLen 

Then 

subLongestLensubLen; 

subLongestIndsubIndex; 

 4: Set stitchedStr   

firstStr.SUBSTR(0,subLongestInd) + 

secondStr; 

 5: End; 



 We also applied the methodology on the same 

synthesized labels as flat small documents.  In this 

case only one picture was taken from the label and 

94.4% of the characters were recognized correctly.  

 During the experimental evaluation it was noted 

that proper and even illumination was required to 

obtain consistent results.  In addition, the camera on 

the mobile device is better suited for taking snapshots 

and is difficult to hold steady when taking close-ups 

of the labels.  These issues could be remedied by 

providing a stand to hold the camera and the 

prescription bottle in the proper position. 

 

6. Conclusion and Future Research 

 

The results revealed that application of the presented 

methodology for optical character recognition of the  

non-flat small documents is an effective one and 

potentially it is a powerful one.     

 As future research extracting the dosing 

instructions and other information from actual 

prescription pill bottle labels that includes other text 

has been planned. 
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